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Abstract: The goal of the BenchFlow project is to design the first benchmark for as-
sessing and comparing the performance of BPMN 2.0 Workflow Management Systems
(WfMSs). WfMSs have become the platform to build composite service-oriented ap-
plications, whose performance depends on two factors: the performance of the work-
flow system itself and the performance of the composed services (which could lie out-
side of the control of the workflow). Our main goal is to present to the community the
state of our work, and the open challenges of a complex industry-relevant benchmark.

1 Introduction

This paper is an introduction to the Benchflow project1. The goal of this project is to
design the first benchmark for assessing and comparing the performance of BPMN 2.02

Workflow Management Systems (WfMSs). WfMSs have become the platform to build
composite service-oriented applications (SOA), whose performance depends on two fac-
tors: the performance of the workflow system itself and the performance of the composed
services (which could lie outside of the control of the workflow). Therefore the develop-
ment of such a benchmark, reveals a number of challenges that were not present in bench-
mark of other types of systems, such as database management systems, or programming
language compilers.

In this work we present a list of challenges that are recognized during the design of such a
benchmark. We present the current state of our work, as well as the design decisions taken
so far, and also discuss the open challenges.

1http://www.iaas.uni-stuttgart.de/forschung/projects/benchflow.php
2http://www.bpmn.org/
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2 Description of the Workflow Management System environment

The purpose of this section is to provide to the reader a high-level understanding of the
WfMSs. For that we first need to clarify the concept of “workflow”, which is basically, the
focus point of a WfMS. According to [Spe99] a “workflow is the computerized facilitation
or automation of a business process, in whole or part”. In other words, a workflow is the
automation of a series of business activities that are needed for achieving a goal. In this
respect a Workflow Management System (WfMS) is a system that supports the reengineer-
ing and automation of business and information processes. Its main characteristics are the
definition of workflows, and the provision of fast re(design) and re(implementation) as the
business needs change [GHS95]. All the components of the WfMS, are compliant with
the semantics of a metamodel that defines concepts such as the structure of a process and
the operations that can be performed on a process model instance [LR00].

Figure 1: Major Components of a Workflow Management System [LR00]

In Figure 2 we can see the main design and run-time components of a WfMS:

Buildtime provides means to the user to define the constructs such as process models, or-
ganizational structures, and information technology aspects (e.g. scripts, programs).
Workflow Definition Tool is the tool with which the users define the workflow according to
a workflow language that is compliant with the WfMS.
Process Model is an intermediate representation [Ley10] of the previously defined work-
flow, in a format that the WfMS can process. Process Models can be expressed through
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different definition languages. For many years there was no standard definition language,
and each company chose to implement a customized form of the stardard definition lan-
guages on their engines. WS-BPEL [Org07] became an industry-accepted standard for
executing processes over WSDL-based Web services. Later, it was followed by the cre-
ation and industrial acceptance of the BPMN 2.0 standard [JE11]. This work focuses on
benchmarking WfMSs that support BPMN 2.0.
Runtime is the part that performs the actual execution of the processes, featuring opera-
tions, such as creating, navigating and controlling processes.
Database of the WfMS keeps and handles all the information that are essential for the
build and runtime. Thus, in the database we find stored the process models, and also the
state of their instances.
User and IT Tools the user (either the owner of a workflow or a participant in it) interacts
with the WfMS to report about the progress of his or her tasks, which may be performed
directly or through applications and other IT tools.

Currently, WfMSs can be seen as one of the key middleware components of Service Ori-
ented Architectures (SOA). As human users are less and less part of the workflow execu-
tion, whereby many different, possibly geographically distributed, service components in-
teract to provide the corresponding functionality, under the control of the WfMS [ZDGH05,
GKW+12].

3 Open Technical Challenges

Given the peculiar characteristics of WfMSs, in the following we identify and briefly dis-
cuss some of the technical challenges in benchmarking WfMSs.

Automate the generation of realistic workload for different use case scenarios In
order to keep our measurements accurate we need to create realistic workload scenar-
ios. As workflow-based applications are currently present in various types of application
domains[LR97], it is challenging to select a sufficiently large subset of domains and syn-
thesize a domain-independent workload. In order to address this challenge we have started
designing a workload generator for creating process models according to pre-defined cri-
teria. The workload generator needs to take into consideration a set of variables that are
related to the correct operation of the workflows, e.g. data-flow, key performance indica-
tors (KPI), actors, and interactions with external entities (e.g. Web Services, databases,
external scripts).

The setup of the benchmark environment During the setup of the benchmark environ-
ment the challenge is to eliminate the interference of non-WfMS resources as for example
database systems, and Web Services used by a process. In order to do that, we design
the benchmark environment to be distributed on different physical machines that are con-
nected through the same local network. To do this we need to ensure a flexible deployment
mechanism.

System Internal Load Optimization The request load to WfMS is different for the vari-
ous day times. In order to handle this situation the WfMS shifts work to the daytime where
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the load is lower. The challenge in this case is to take into account these optimizations in
the measurements of the throughput.

Benchmark Long Running Processes The lifetime of a process can span from some
milliseconds to hours, weeks, or even some years. The processes that run for more than
some hours are called “long-running” processes. An example of a long running process
might be a process that sends a message to an external partner and needs to wait for weeks
or even years for the reply. The long-running processes have two main characteristics:

1. the storage of the instances in database increases in size and

2. caching cannot be used from either the WfMS or the DBMS

The challenge in this case is to find a method to benchmark this type of processes without
having to wait for years for the completion of the benchmark.

Performance Impact of Workflow Language Features BPMN 2.0 provides a large set
of constructs, that express iteration, parallelism, exception handling, interactions with ex-
ternal entities etc. According to a research among the Websites and release notes of the
currently available engines, we have observed that the documentation on the coverage of
BPMN 2.0 constructs is usually inadequate. There is also the hypothesis that WfMSs
avoid implementing all of the constructs for performance reasons. It is also important to
consider which of these constructs are actually used in real-world processes [MR08]. The
challenge in this case is to: a) run compliance tests to define which constructs are actually
supported by the available WfMSs, and b) decide which constructs need to go into the
workload mix.

4 Project Status

The initial phase of the project focused on analyzing a large collection of process models,
for collecting data to proceed to workload characterization and generation. The set up of
the benchmark environment is also planned at this phase.

Currently we have collected a large collection of 8363 real-life process models that are
expressed in various modelling languages. Collecting process models can be a big chal-
lenge as companies are not willing to share them to protect their corporate assets. The
ways by which we countenanced the process model sharing was to sign confidentiality
agreements, and to develop tools for obfuscating the models [SRPL14], and thus protect-
ing the company’s intellectual property. Our collection contains: 1% WS-BPEL, 4% EPC,
7% YAWL, 24% Petri Net, and 64% BPMN & BPMN 2.0 Models, where 2/3 of them are
BPMN 2.0. These data justify our decision to focus on the engines that support the BPMN
2.0 standard, as it seems to have become widely accepted in industry and academia.

However, the focus on the BPMN 2.0 standard was not the only decision that was taken
with respect to the data derived from the analysis of the process models collection. We
have currently ran statistical analysis on more than hundred different metrics, observ-
ing process models characteristics (e.g. control flow gateways fan-in, fan-out, cyclomatic
complexity), and the frequency of appearance of the BPMN 2.0 elements in the collected
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process models. This led to a better understanding of which BPMN 2.0 features are present
in the real world, and thus would need to be supported by the engines participating in the
benchmark. We also arrived at the definition of representative process model mockups,
generated based on the results of a cluster analysis over structural complexity, and lan-
guage construct usage metrics.

The statistical analysis that we did on the process models gave us information about the
model characteristics at a “micro” level. We also wanted to define complete structures
that are repeatedly found in the process models. By this way we can combine different
structures with each other and have an even more realistic workload. The problem of
discovering the reoccurring structures is reduced to “Frequent Pattern Discovery”, and it
is NP-complete [Ben02]. To address this challenges we have implemented an extension
of the VF-2 algorithm which is said to be one of the most efficient algorithms in graph
isomorphism [PCFSV04]. The exported structures must now be characterized accord-
ing to benchmark-related criteria, and combined with respect to the metrics found in the
aforementioned statistical analysis. The idea is to give all the acquired information as an
input to a workload generator, and create realistic workload, that is compliant for different
benchmarking scenarios.

The choice BPMN 2.0 engines to be included in the benchmark is also a decision that
needs to be taken at this phase of the project. The current state is that there are more than
20 engines available implementing the BPMN 2.0 Standard. We are currently collecting
the available engines, and relevant information in a Wikipedia page3. Unfortunately, the
lack of documentation in terms of the engine’s compliance to the BPMN 2.0 standard, is
currently delaying our decision. In order to find out this information we are contacting the
vendors asking for information, and conducting compliance tests towards the engines. The
aforementioned statistical analysis also plays its roles at this point, as we need to choose
among these engines which implement at least the most frequently used elements of the
BPMN 2.0 Standard.

In terms of the benchmark set-up we developed and deployed the first prototype of a
WFMS on different physical machines connected through the same local network. The
challenges that we needed to address are currently solved using Docker4 that offers a
flexible deployment mechanism with a minimal impact on the performance measurement.
Docker guarantees a good level of isolation and a quick start up, and enables repeatability
of the tests because the initial conditions are kept inside the Docker containers and are
exactly the same for each execution of the benchmark.We are currently using Faban5 to
develop the first prototypes of benchmark drivers, we are running the first experiments
using the three models we derived from the statistical analysis of a large model collection,
and we are analyzing the execution log to compute the first KPIs such as throughput.

3http://en.wikipedia.org/wiki/List_of_BPMN_2.0_engines
4https://www.docker.com
5http://www.faban.org
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5 Related Work

In the topic of benchmarking the performance of WfMSs, only some work is available
(e.g., [GMW00, BBD10, DPZ11]). In the most recent approaches, the SOABench project
[BBD10] can be seen as an initial step to provide a performance assessment and compari-
son framework for SOA middleware systems.

SPEC has also introduced a group that focuses on benchmarking SOA infrastructures
[Sta10]. However information on their progress of research is still not available on the
website. Vendors of proprietary systems are also executing internal benchmarks (e.g.
[SAP11], [Inc11], [IC07]) in order to evaluate their work and inform the prospective
customers. However, there is not any standard method followed in these becnhmark ap-
proaches. As easily concluded, and also emphasized by the literature, the need to introduce
a benchmark standard for that addresses the industry state-of-art needs is now imperative
[KKL06, WLR+09, RvdAH07, LMJ10]. Our work intends to the creation of such a stan-
dard benchmark, that differs from the related work, in terms of: a) the number of WfMSs
to be compared, b) the complexity and diversity of the workload mix, c) the number of the
executed performance tests, and d) the number of performance metrics that will be taken
into consideration, and their aggregation into a meaningful number.

6 Discussion & Conclusion

In this paper we have presented the open challenges for the creation of a benchmark for
WfMSs that we have been addressing in the first phase of the BenchFlow project as well as
some solutions for addressing them. We have seen how the synthesis of the workload mix
needs to be created through a workload generator, how we plan to setup the benchmark
environment and isolate it from internal interferences, and how the compliance tests and
statistics on BPMN 2.0 support are important before deciding the workload mix. We have
also raised issues such us long-running processes benchmarking, and the consideration of
WfMS internal load optimization into our benchmark.

By presenting this set of open research challenges in this position paper, we aim to present
the SOSP community with a complex industry-relevant benchmarking challenge and dis-
cuss how to deal with the aforementioned open challenges.
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